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Abstract
What is the sufficient and necessary number of samples to generate a near-optimal policy for the
multistage stochastic inventory control problem? The answer remains largely open since (sub-
optimal) sample-based algorithm for multistage stochastic inventory control was first proposed by
Levi et al. (2007). In this paper, built on recent developments in reinforcement learning for Markov
decision processes (MDPs), we resolve this long-standing open question by proposing a novel
sample-based algorithm for the backlog setting. We also complement it by a matching (up to a
logarithmic factor) lower bound.
Keywords: inventory control, dynamic programming, reinforcement learning, sample complexity,
Lipschitz continuity

1. Introduction

In this paper, we study the sample-based multistage stochastic inventory control problem where a
retailer does not have access to the underlying demand distributions but only has demand samples
drawn from the (possibly time-varying) demand distribution. The retailer’s objective is to design
an inventory control policy that minimizes the expected inventory costs using the data. We develop
a sampling based algorithm to address this problem in the backlog case, i.e., the true demand is
uncensored. Following Levi et al. (2007), Cheung and Simchi-Levi (2019) and Qin et al. (2021),
we assume zero lead time and zero ordering cost throughout the paper.

The classical full-information (i.e., the retailer has complete access to the underlying demand
information,) multistage stochastic inventory control problem has been extensively studied (see,
e.g., Petruzzi and Dada (1999) as a review paper). In practice, however, demand information is
often unknown in advance (e.g., in new product introduction) and the retailer has to learn this piece
of information through historical data samples. To address this issue, one can use the learning-
while-doing type online learning algorithms to simultaneously learn the demand information and
to dynamically adjust the stock-level (see Huh and Rusmevichientong, 2009, Besbes and Muhar-
remoglu 2013 and Agrawal and Jia, 2019). But one critical concern of online learning algorithms is
that they have to be able to conduct exploration constantly and freely, which may lead to unstable
performance and hence major loss.

As such, people has turned to sample-based approaches where the retailer tries to first acquire
historical data samples and then compute a (near-optimal) policy based on the collected data. The
question thus becomes

How much data is needed in order to obtain a (nearly) optimal policy?
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Despite its importance, there is only few attempts on sample-based multi-stage stochastic inven-
tory control problem (examples include Levi et al., 2007, Halman (2017), Cheung and Simchi-Levi,
2019, Ban, 2019 and Qin et al., 2021). To the best of our knowledge, optimal sample-based multi-
stage stochastic inventory control policies have yet been studied in the literature. In this work, we
intend to fill this gap by answering the following two questions:

1. What is the minimum number of samples needed to find a near-optimal inventory control
policy?

2. Can we find an algorithm that returns a near-optimal policy for every multistage stochastic
inventory control problem given access to the required number of data samples?

1.1. Our Approach and Main Contributions

Our main contributions can be summarized as follows:

• We develop an algorithm for multi-stage stochastic inventory control problems in the backlog
case. Our approach draws a connection between two key ingredients: 1) A variance-reduction
value-iteration algorithm developed by Sidford et al. (2018) for reinforcement learning for
finite state Markov decision processes; 2) Structural properties of the dynamic programming
formulation for inventory control problems. We rigorously analyze the sample complexity of
our algorithm (see Theorem 10).

• We provide a matching lower bound (see Theorem 2) for the backlog case. This demonstrates
the optimality of our proposed algorithm.

1.2. Related Works

The study of multistage inventory control dates back to the earliest years of the Operations Re-
search/Operations Management community. However, it is not until recent the sample-based prob-
lem has been studied rigorously. The paper by Levi et al. (2007) marked the beginning of the
stream of this type of study, which is followed by Levi et al. (2015), Halman (2017), Cheung and
Simchi-Levi (2019), Ban (2019), and Qin et al. (2021). The problem setup of each aforementioned
work is slightly different and we list the most related papers and their main technical results in
Table 1. Since multistage inventory control problem can be seen as a special case of the multi-
stage stochastic programming problem problem, this direction of studies also relates to the sample
average approximation (SAA) schemes for multistage stochastic programming. Unfortunately, the
SAA problems in general is very hard and one cannot even hope for a polynomial-sized complexity
bound. For detailed discussions on this issue, we refer interested readers to Shapiro and Nemirovski
(2005). Moreover, there are works dedicated to understanding the sample complexity of single-
period inventory control problem, a.k.a., the newsvendor problem: Levi et al. (2015) analyze the
relative regret of the SAA approach applied to the data-driven newsvendor problem, while Besbes
and Mouchtaki (2021) give the exact sample complexity analysis of the SAA approach and also the
optimal data-driven mapping. The analysis of Besbes and Mouchtaki (2021) unveils the subopti-
mality of the classical SAA approach, in terms of minimizing the sample complexity single-period
newsvendor problem.

Different than prior works (Levi et al., 2007; Cheung and Simchi-Levi, 2019; Qin et al., 2021) on
minimizing sample complexity for multistage stochastic inventory control problems, our approach
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Control Problem Sample Complexity Demand Lower Bound References
Inventory Õ(T6ε−2) General, Unbounded N/A Levi et al. (2007)

Capacitated Inventory Õ(T8ε−2) General, Unbounded Ω

(
h1+b1

min{h1,b1}ε2

)
(T = 1) Cheung and Simchi-Levi (2019)

Pricing and Inventory Õ(T6ε−2) General, Bounded N/A Qin et al. (2021)
Inventory Õ(T3ε−2) Discrete, Bounded N/A Halman (2017)
Inventory Õ(T3ε−2) General, Bounded Ω̃(T3ε−2) This Work

Table 1: Summary of the sample complexity results of different multistage inventory control mod-
els that have been studied in the literature. T : length of the horizon. ε : optimality gap.
Some works study relative optimality gap instead of absolute optimality gap as considered
in this work, whose bounds are adjusted accordingly to the absolute optimality gap. Note
none of the previous works provides a multistage sample complexity lower bound.

does not rely on constructing a shadow dynamic program (see, e.g., Levi et al., 2007) and inten-
tionally maintains the convexity of the shadow dynamic program, and also differ from the classical
SAA approach. In other words, the sample-based algorithms developed by prior works typically use
plugin (i.e., estimate-then-optimize) estimators since the optimal policies can be computed easily
via solving the convex shadow dynamic programs directly. However, it turns out that this method is
not enough to achieve optimality (see Section 4 for a more detailed discussion). In sharp contrast,
our technique does not rely on plugin estimators nor do we not need to maintain the convexity of
the value functions in order to approximate the full-information value functions. As an alternative,
we view the inventory control problem through the lens of reinforcement learning (RL) for MDP
and adopt a more general RL-based approach to solve the problem.

Another work by Halman (2017) uses K-approximation sets and functions to derive a sample
complexity order for multistage stochastic inventory control that matches our result, however, under
a more restricted setting that demand distributions are discrete and bounded. Interestingly, while no
lower bound result is presented in their work, our lower bound is based on a construction of discrete,
bounded, demand distributions, showing their work also gets an optimal sample complexity order
(up to a logarithmic factor) under the more restricted demand assumption.

All the previous works study the sample complexity of algorithms, under the sampled-based
setting, which means all data is collected before any decision is made, and no more data is used for
adjusting the decision over the planning time horizon. A different but related setting is the online
learning setting where no prior data is available at the beginning of the planning horizon and the
decision maker can only start collecting data while making decisions - this is why this setting is
also often referred as the learning-while-earning setting. Recent development in this direction (for
multistage inventory control) include the works by Huh and Rusmevichientong (2009), Zhang et al.
(2019), Davoodi et al. (2019), Chen et al. (2019), Agrawal and Jia (2019), Yuan et al. (2021), and
Cheung et al. (2019).

This work is also related to the Reinforcement Learning for Markov decision processes (see,
e.g., Kakade et al. 2003, Strehl et al. 2009, Azar et al. 2013, Lattimore and Hutter 2014, Dann and
Brunskill 2015), and especially the works by Sidford et al. (2018) and Yang and Wang (2019). This
is because multistage inventory control problem can be modeled naturally into a Markov decision
process (see e.g., Bertsekas et al., 2000). One key difference is that the sample complexity of an RL
algorithm is often studied in a finite-state-finite-action MDP setting, therefore its complexity always
depends on the total number of the state-action pairs |S||A|, where |S| and |A| denote the number of
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states and actions. On the contrary, the inventory control problem we consider has infinite number
of actions and states, so the aforementioned approaches do not apply directly.

Another salient difference is that in RL literature it is standard to assume the reward function
is stationary and easy to evaluate, which is also not the case in the inventory control problem we
study. In each time period, we assume the cost structure and demand distributions can be different,
and also the single-stage cost function (the newsvendor function, can be seen as a “negative reward”
in terminology of RL) and cannot be evaluated perfectly via finite samples.

2. Model, Data, and Structural Results

In this section, we introduce the notations, the model of finite horizon stochastic inventory control,
and preliminaries.

2.1. Notations

For an integer n ∈ N, we use [n] to denote the set {1, . . . , n}. For any finite set X , we use |X | to
denote its cardinality (number of elements). For any real-valued function f : R→ R, if f satisfies

∀ x, x′ ∈ R : |f(x)− f(x′)| ≤ L|x− x′|,

then f is L-Lipschitz (i.e., Lipschitz continuous with constant L). We use log to denote the natural
logarithm. We adopt the asymptotic notations O(·),Ω(·), and Θ(·) (Cormen et al., 2009). When
logarithmic factors are omitted, we use Õ(·), Ω̃(·), Θ̃(·), respectively. With some abuse, these
notations are used when we try to avoid the clutter of writing out constants explicitly. We also use
the notation range(a, b, n) to denote a set of n equally distant points from a to b over the real line,
i.e., range(a, b, n) := {a, a + (b − a)/(n − 1), a + 2(b − a)/(n − 1), . . . , b}. Without additional
declaration, we use log(·) to denote the natural logarithm.

2.2. Learning Protocol for Finite Horizon Stochastic Inventory Control Model

Model primitive. For each time step t ∈ [T ], the following sequence of events happens:

1. The seller first observes her stock level xt, and follows a policy πt : R → R+ to decide the
quantity πt(xt) to order.

2. Following (Levi et al., 2007), we assume zero ordering cost w.l.o.g. The order arrives instan-
taneously, and the stock level then becomes yt = xt + πt(xt).

3. The demand Dt is realized and the seller observes Dt;. We assume the demands D1, . . . , DT

at time steps 1, . . . , T are independent but are not necessarily identically distributed, and each
of them has a bounded support [0, Dmax] .

4. Unfulfilled demand incurs a pt per-unit backlogging cost, while excess inventory leads to a
ht per-unit holding cost. The expected cost for time step t is

Ct(yt) := EDt
[
ht(yt −Dt)

+ + pt(Dt − yt)+
]
.

5. The remaining stock level carries over to the next period, i.e., xt+1 = yt −Dt.
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The seller’s cumulative expected cost is denoted as V π
1 (x1) =

∑T
t=1Ct(yt). We also define the

space of all possible policies as Π and the optimal policy that minimize the cumulative expected
cost as π∗ = (π∗1, . . . , π

∗
T ), i.e., π∗ = arg minπ∈Π V

∗
1 (·) = arg minπ∈Π V

π
1 (·).

In our setting, the demand distribution of each time step is initially unknown. Instead, the retailer
has access to offline historical data of demands. More precisely, the seller has Nt independent
samples of the realized demands D1

t , . . . , D
Nt
t of each time step t and employs a sample-based

algorithm A : RN1 × . . .RNT → Π that takes all offline historical data as input, and outputs the
policy that minimizes the seller’s expected total cost. We measure the performance of the resulted
policy via the notion of ε-optimal policy. Formally, we call a policy π is ε-optimal if |V π

1 (x1) −
V ∗1 (x1)| ≤ ε for all x1 ∈ [0, Dmax].
Optimality notion and sample complexity. We measure the performance of our algorithmA using
the notion of sample complexity, which is the least number of pieces of offline historical data needed
in order to compute an ε-optimal policy with high probability.

2.3. Optimal Solution with Complete Demand Information

When the retailer has full information of the model, i.e., the distribution ofDt is known for every t ∈
[T ], we can compute the optimal inventory control policy via a dynamic programming formulation,
with Bellman’s equations recursively defined as{

V ∗T+1(xT+1) := 0, ∀xT+1 ∈ [0, Dmax];
V ∗t (xt) := min

yt≥xt

{
Ct(yt) + EDt

[
V ∗t+1(yt −Dt)

]}
, ∀ t = T, . . . , 1 ∀xt ∈ [0, Dmax].

Here, V ∗t (xt) is the optimal value function, i.e., optimal expected cost, over the time steps t to T ,
given that the starting stock level xt at time step t.

It is well known that one optimal policy for this setting is the “base-stock” policy (see e.g., Levi
et al., 2007). A base-stock policy consists of a sequence of base stock level St for each period t and
for each time step t, if the starting inventory xt falls below the base-stock level St, i.e., xt < St,
then the seller should order the quantity that brings the stock level up to St, i.e., yt = St; otherwise,
if the starting inventory xt already exceeds St, i.e., xt ≥ St, the seller should order 0 quantity, i.e.,
yt = xt.

We can thus restrict our focus on computing the (nearly) optimal base-stock policy. To facilitate
our discussion, we define for each period t ∈ [T ], Ut(yt) as the least expected cost accrued from
time step t to T , given the retailer sets the stock level to yt. i.e.,

Ut(yt) := Ct(yt) + EDt [Vt+1(yt −Dt)]

Then, the optimal base-stock policy (S∗1 , . . . , S
∗
T ) can be defined as 1,

S∗t := min

{
arg min

yt∈R
Ut(yt)

}
∀ t ∈ [T ].

Given the optimal base stock policy (S∗1 , . . . , S
∗
T ), the optimal value function for each time step t

can be computed as

V ∗t (xt) = min
yt≥xt

Ut(yt) =

{
Ut(S

∗
t ), if xt ≤ S∗t ,

Ut(xt), if xt > S∗t .

1. With some abuse of notation, we use π∗ and (S∗1 , . . . , S
∗
T ) to denote the optimal (base-stock) policy interchangeably

as π∗ can be fully specified by S∗1 , . . . , S∗T .
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2.4. Myopic Base Stock Policies

In the end of the section, we introduce the concepts of myopic base stock levels Smt . In particular,
we define

Smt := max

{
arg min

yt∈R
Ct(yt)

}
.

Intuitively, myopic base stock levels are the optimal stock levels that the retailer would have pick
if she ignores future costs and only focuses on minimizing the expected single-period cost in the
current period.

One important observation is that the myopic base stock levels (calculated only using informa-
tion in period t while ignoring the costs in period t+ 1, . . . , T ) are always no less than the optimal
base stock levels. A rigorous proof of this result can be found in Qin et al. (2021).

Lemma 1 For all t ∈ [T ]: 0 ≤ S∗t ≤ Smt .

The above lemma says the base-stock levels in each period are no more than D, since they are
upper bounded by Smt which is a quantile of the distribution of Dt. Then, it is easy to see the state
variables and decision variables are also bounded, i.e., xt ∈ [−D,D], yt ∈ [0, D] for all t ∈ [T ]. In
fact, this boundedness turns out to be crucial in the complexity analysis to follow.

3. Sample Complexity Lower Bounds

In this section, we provide a lower bound on the sample complexity of our stochastic inventory
control problem.

Theorem 2 Let ε ∈ (0, 1/2) and A be any sample-based algorithm that uses Nt offline historical
samples of each time step t ∈ [T ] to compute an ε-optimal policy with high probability, under any
latent demand distribution, then Nt = Ω

(
T 3ε−2

)
for all t ∈ [T ].

At a high level, our lower bound is shown by first establishing sample complexity lower bound
for infinite-horizon discounted inventory control problem and then making its connections with our
finite-horizon un-discounted inventory control problem.

4. A Provably Sample Efficient Algorithm

In this section, we present a new algorithm that solves the multistage stochastic inventory control
problem in a sample-optimal manner. We begin by describing the rationale and design details of the
variance-reduced value iteration algorithm InvVI and then provide its sample complexity analysis.

4.1. Additional Notations

The InvVI algorithm utilizes a value-iteration (VI) framework (cf. Bertsekas (2019)), which is a
widely used algorithm for computing an optimal solution to a (possibly infinite-horizon) dynamic
program. To facilitate our discussion, for every function tuple V = (V1, V2, . . . , VT ), where each
Vt : R→ R is an univariate real-valued function, we define the Bellman operator T as:

(T V )(x) =


miny1≥x1 {C1(y1) + ED1 [V2(y1 −D1)]}

...
minyT−1≥xT−1

{
CT−1(yT−1) + EDT−1

[VT (yT−1 −DT−1)]
}

minyT≥xT CT (yT )

 ,

6



PROVABLY SAMPLE-EFFICIENT INVENTORY CONTROL

where x = (x1, x2, . . . , xT ) is a tuple of T real numbers.

4.2. Algorithm Overview

Our algorithm consists of two key ingredients, including discretization and variance reduction.
Discretization. With that, we can now apply algorithms devised for infinite horizon dynamic pro-
gramming to finite horizon inventory control. Nevertheless, one issue is that the value functions
V1(·), V2(·), . . . , VT (·) are continuous so there is no efficient computation of T V. To bypass this
difficulty, we propose to discretize the space of stock levels. That is, we only evaluate the value
functions in a discrete set of values.
Variance reduction. With the discretization technique, it is tempting to first use the observed data
samples to first compute an empirical demand distribution for each time step and then apply the
VI algorithm over the empirical distribution to obtain a solution for our problem. Unfortunately,
directly applying the VI algorithm to the empirical distribution does not take the variance of the
samples into account, and hence, would require more samples to converge to the optimal solution
(please see Section 4 of Sidford et al. (2018) for a detailed explanation for finite-state MDP).

To further incorporate the variance of the data samples, we adopt the variance reduction tech-
nique of Sidford et al. (2018). For each time step t, Ut(yt) is updated with Wt(yt), the sample
average of the value functions, and Gt(yt), the variance reduction term. Note that we only up-
date Ut(yt) at finitely many number of values, we construct a piecewise-linear function Ũt(yt) by
connecting the points (and get Ṽt(xt) from minimizing Ũt(yt)). We also apply the monotonicity
technique, in which we cap Ṽt(xt) by the input value functions V (0)

t (xt) to return Vt(xt), so that we
will ultimately have a monotone sequence of value functions. This technique is also crucial in that
it refrains the sample complexity from worsening when we convert value functions to policies.

Our algorithm is to iterate the oracle InvVI until convergence (Algorithm 2). The initial value
functions can be set simply as V (0)

t (xt) ←
∑T−1

s=t

∑
s′=s+1(hs′ + ps′)D, an upper bound for all

optimal value functions. In each iteration, we use Nt new demand samples. The key is to show
O(log(ε−1T 2)) number of iterations sufficient. This is implied by the improvement lemma (Lemma
7), that says the oracle InvVI halves the error in terms of the absolute optimality gap, with high
probability. Concretely, the oracle InvVI is composed of these components: for each period t ∈
[T ],

Step 1: Construct sample average estimators of the value functions;

Step 2: Construct monotonicity terms and add to sample average estimators constructed in Step 1;

Step 3: Construct variance reduction terms and add to the value functions modified by Step 2;

Step 4: Apply piecewise-linear approximation to the value functions constructed in Step 3 at finitely
many points (via discretization technique);

Step 5: Adjust the piecewise-linear functions obtained in Step 4 so that the value function sequence
generated by the value iteration process is monotone.

More details regarding the oracle InvVI is provided in the next subsection.
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Algorithm 1 The value iteration oracle InvVI.

Require: initial value functions V (0)
1 (·), . . . , V (0)

T (·) and associated policy π(0) : R→ R; demand
samples D1

t , . . . , D
Nt
t for each period t ∈ [T ].

1: Initialization: N ′t , β, nt; ∀ xt+1, yt+1 ∈ R : VT+1(xt+1)← 0, UT+1(yt+1)← 0
2: for t = T, T − 1, . . . , 1 do
3: for yt in range(0,D,nt) do
4: Ĉt(yt) = 1

N ′t

∑N ′t
j=1

[
ht(yt −Dj

t )
+ + pt(D

j
t − yt)+

]
{Construct empirical Newsvendor

functions}
5: Ŵt(yt)← Ĉt(yt) + 1

N ′t

∑N ′t
j=1 V

(0)
t+1(yt −Dj

t ) {Construct empirical value functions}

6: σ̂t(yt)← 1
N ′t

∑N ′t
j=1(ht(yt −Dj

t )
+ + pt(D

j
t − yt)+ + V

(0)
t+1(yt −Dj

t ))
2 − (Ŵt(yt))

2

7: Wt(yt) ← Ŵt(yt) + max
y∈range(0,D,nt)

√
2βσ̂t(y) + (4β3/4 +

(2/3)β) supy∈[0,D] |Ct(y) + V
(0)
t+1(y)| {Adding a positive term for maintaining mono-

tonicity property of value functions}
8: Gt(yt) ← 1

Nt−N ′t+1

∑Nt
j=N ′t+1(Vt+1(yt − Dj

t ) − V
(0)
t+1(yt − Dj

t )) − α
8T {Construct the

variance reduction term}
9: Ut(yt)←Wt(yt) +Gt(yt)

10: end for
11: ∀ yt ∈ [0, D], let ylt and yrt be the adjacent two points in range(−D,D, nt) to yt: (ylt < yrt )
12: Ũt(yt)← yt−ylt

yrt−ylt
Ut(y

l
t) +

yrt−yt
yrt−ylt

Ut(y
r
t ) {Construct discretized version of the value functions}

13: ∀ xt ∈ [−D,D] : πt(xt)← arg min
xt≤yt≤D

Ũt(yt)

14: ∀ xt ∈ [−D,D]: Ṽt(xt)← min
xt≤yt≤D

Ũt(yt)

15: ∀ xt ∈ [−D,D]:
16: if Ṽt(xt) ≥ V (0)

t (xt) then
17: π(xt)← π0(xt); Vt(xt)← V

(0)
t (xt) {Ensure the value function sequence is monotone}

18: end if
19: end for
20: Return V1(·), V2(·), . . . , VT (·), π1(·), π2(·), . . . , πT (·)
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4.3. Analysis of InvVI

We let ∀ xt ∈ [−D,D] : V
(0)
t (xt) ≤

∑T
t=1(ht + bt)D which is an upper bound of the optimal

expected costs. We also define the variance of the value functions as

σt(yt) :=EDt
[(
ht(yt −Dt)

+ + pt(Dt − yt)+ + V
(0)
t+1(yt −Dt)

)2
]
−
(
Ct(yt) + EDt

[
V

(0)
t+1(yt −Dt)

])2
,

σ∗t (yt) :=EDt
[(
ht(yt −Dt)

+ + pt(Dt − yt)+ + V ∗t+1(yt −Dt)
)2]− (Ct(yt) + EDt

[
V ∗t+1(yt −Dt)

])2
.

The following two lemmas are obtained from commonly-used concentration inequalities (Ho-
effding’s inequality, Bernstein’s inequality) and the proofs follow directly from the lines proving
Lemma 4.1 and Lemma 4.3 by Sidford et al. (2018).

Lemma 3 For all t ∈ [T ]: ∀ yt ∈ range(0, D, nt), with probability at least 1− δ,∣∣∣Ŵt(yt)− (Ct(yt) + EDt [V
(0)
t (yt −Dt)])

∣∣∣
≤
√

2(N ′t)
−1σt(yt) log(8ntδ−1) + 2(3N ′t)

−1 sup
y∈[0,D̄]

|Ct(y) + V
(0)
t (y)| log(8ntδ

−1),

|σ̂t(yt)− σt(yt)| ≤ 4 sup
y∈[0,D̄]

|Ct(y) + V
(0)
t (y)|2

√
2(N ′t)

−1 log(8ntδ−1)).

Lemma 4 Given max
yt∈range(0,D,nt)

|Vt(yt) − V (0)
t (yt)| ≤ α, Nt − N ′t ≥ 128

∑T
s=t

∑T
s′=s+1(hs′ +

ps′) log(2Tnt/δ), for all t ∈ [T ] : ∀ yt ∈ range(0, D, nt) with probability at least 1− δ/T ,

EDt [Vt+1(yt −Dt)− V (0)
t+1(yt −Dt)] ≤ Gt(yt) ≤ EDt [Vt+1(yt −Dt)− V (0)

t+1(yt −Dt)] +
α

8T
.

The following two lemmas characterize the Lipschitz continuity of the value functions computed
by Algorithm 1, which are needed for the discretization technique.

Lemma 5 By denoting Lt :=
∑T

s=t(hs + bs), for all xt, x′t ∈ [−D̄, D̄], yt, y
′
t ∈ [0, D̄],

|Ut(yt)−Ut(y′t)| ≤ Lt|yt−y′t|, |Ũt(yt)−Ũt(y′t)| ≤ Lt|yt−y′t|, |Vt(xt)−Vt(x′t)| ≤ Lt|xt−x′t|.

Lemma 6 For any yt ∈ [0, D], |Ũt(yt)− Ut(yt)| ≤ 3LtD
nt

.

The following is a key improvement lemma, which says an absolute optimality bound for V (0)
t (·)

can be translated to an absolute optimality bound for Vt(·) and Ut(·).

Lemma 7 Suppose Nt − N ′t satisfy the condition in Lemma 4, β = log(8ntδ
−1)/N ′t and for all

t ∈ [T − 1],

∀ xt ∈ [−D,D] : V
(0)
t+1(xt)− α ≤ V ∗t+1(xt) ≤ V (0)

t+1(xt),

∀ xt ∈ [−D,D] : V
(0)
t (xt) ≥ Ct(π(0)

t (xt)) + EDt [V
(0)
t+1(π

(0)
t (xt)−Dt)]−

3LtD

nt
.
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Then with probability at least 1− 2δ, for all t ∈ [T ], the following hold:

∀ xt ∈ [−D,D] : V
(0)
t (xt) ≥ Vt(xt) ≥ Ct(πt(xt)) + EDt [Vt+1(πt(xt)−Dt)]−

3LtD

nt
≥ V ∗t (xt),

∀ yt ∈ [0, D] : Ut(yt) ≥ Ct(yt) + EDt [Vt+1(yt −Dt)],

∀ yt ∈ [0, D] : Ut(yt)− U∗t (yt) ≤ EDt [Ut+1(π∗t (xt))− U∗t+1(π∗t (xt))] + ηt,

where

0 ≤ ηt ≤
α

8T
+

3DLt
nt

+2 max
yt∈range(0,D,nt)

√
2βσ∗t (yt)+2

√
2βα+(16β3/4+(4/3)β) sup

y∈[0,D̄]

|Ct(y) + V
(0)
t+1(y)|.

The following lemma gives an upper bound on the variance of the optimal value functions,
which is crucial for obtaining the optimal sample complexity for the algorithm. While Azar et al.
(2013) and Sidford et al. (2018) prove similar variance bounds for any admissible policy, the lemma
we develop here only holds for the optimal policy and we need to use properties of the inventory
control dynamic program to tightly bound the variance, which is adequate for our purpose.

Lemma 8 For any optimal policy π∗, we have for any t ∈ [T − 1],

T−1∑
s=t

max
ys∈[0,D]

√
σ∗s+1(ys) ≤

1

2
D

√√√√(T − t)
T∑
s=t

T∑
s′=s+1

(hs′ + ps′)2.

Having all the building-block lemmas developed, we are able to characterize the main property
of the oracle InvVI, that is, using a sufficient number of samples, the oracle returns a policy and
associated value functions with deviations to the optimal value functions that are at most a half of
the deviations of the inputs (Ṽ (0)

1 (·), . . . , Ṽ (0)
T (·), π(0)).

Proposition 9 Suppose

N ′t ≥ 32768α−2(T − t) max

{
D̄2

T−1∑
s=t

T∑
s′=s+1

(hs′ + ps′)
2, D̄2

}
,

N ′t ≥ 32768α−2(T − t) max


(

T∑
t=1

(ht + bt)

)2

, D̄2/3

(
T∑
t=1

(ht + bt)

)2/3

, (T − t)2

 ,

Nt −N ′t ≥ 128

T∑
s=t

T∑
s′=s+1

(hs′ + ps′) log(2Tntδ
−1),

nt ≥ 48α−1(2R − 1)DT
T∑
s=t

(hs + bs),

β = log(8ntδ
−1)/N ′t .

Moreover, suppose for all t ∈ [T − 1],

∀ xt ∈ [−D,D] : V
(0)
t+1(xt)− α ≤ V ∗t+1(xt) ≤ V (0)

t+1(xt),

∀ xt ∈ [−D,D] : V
(0)
t (xt) ≥ Ct(π(0)

t (xt)) + EDt [V
(0)
t+1(π

(0)
t (xt)−Dt)]− α/16.

10
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Then Algorithm 1 terminates in time Õ(T 4 max{1, α−1, α−2}), and returns value functions and
policies such that ∀ t ∈ [T ],

∀ xt ∈ [−D,D] : Vt(xt)− α/2 ≤ V ∗t (xt) ≤ Vt(xt),
∀ xt ∈ [−D,D] : Vt(xt) ≥ Ct(πt(xt)) + EDt [Vt+1(πt(xt)−Dt)]− α/16.

with probability at least 1− δ.

4.4. Complexity Results

The results in the previous subsection suggest using sufficient number of samples, we can find
ε-optimal policies for arbitrarily small ε, by iterating InvVI sufficient times.

The iteration process is described in Algorithm 2.

Algorithm 2 The sample-based inventory control algorithm via the value iteration oracle.
Require: The value iteration oracle InvVI (Algorithm 1).

1: Initialization: V (0)
t (xt) ←

∑T
t=1(ht + bt)D , π(0) ← arbitrary policy for all xt ∈ [−D,D];

R← dlog(D
∑T

t=1(ht + bt)ε
−1e.

2: for i = 1, 2, . . . , R do
3: V

(i)
1 (·), . . . , V (i)

T (·), π(i)
1 (·), . . . , π(i)

T (·)← InvVI(V
(i−1)

1 , . . . , V
(i−1)
T , π

(i−1)
1 , . . . , π

(i−1)
T ).

4: end for
5: Return V (R)

1 (·), . . . , V (R)
T (·), π(R)

1 (·), . . . , π(R)
T (·).

Since InvVI reduces the error by half with high probability in each iteration, only a logarithmic
number of iterations is sufficient. This says we only need to iterate InvVI R times, where R
scales logarithmically as T increases. The approach is rigorously justified by using Proposition
9 and a straightforward induction, that proves the optimal sample complexity bound and states a
polynomial-time running time of the algorithm (Theorem 10).

Theorem 10 For any accuracy level ε > 0, Algorithm 2 requires number of samples ∀ t ∈ [T ] :
Nt = Õ

(
T 3ε−2

)
and runs in time Õ

(
T 4 max{1, ε−1, ε−2}

)
. (Both complexity bounds scale with

log(1/δ).) After termination, Algorithm 2 returns a policy π such that, with probability at least
1− δ,

∀ t ∈ [T ] : ∀ xt ∈ [−D,D], V ∗t (xt)− ε ≤ V π
t (xt) ≤ V ∗t (xt).

Remark 11 One might observe the total number of samples required in Theorem 10 is Õ(T 4ε−2),
which has a higher order dependence in T as the provided lower bound. This is due to our as-
sumption on nonstationary demands. By assuming stationary demands, we can use O(N1) number
of samples for all time periods in the algorithm. Therefore for stationary demands we only need
Õ(T 3ε−2) samples in total to achieve an ε-optimal policy that matches the lower bound exactly (up
to a logarithmic factor).

5. Conclusion

In this work, we develop a sample-efficient inventory control algorithm that achieves the optimal
sample complexity order matched by a lower bound we provide up to a logarithmic factor, when
demand is fully backlogged.
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Appendix A. Proof of Theorem 2

We proceed to prove Theorem 2 via two steps:

Step 1. Show the infinite-horizon discounted inventory control problem is as hard as an infinite-
horizon discounted MDP studied by Azar et al. (2013) (in terms of sample complexity), to
get a sample complexity lower bound.

Step 2. Translate the infinite-horizon discounted inventory control problem lower bound to a finite-
horizon (un-discounted) inventory control problem lower bound.

Before proceeding, we first depict the MDP instance, extracted from Azar et al. (2013) (see
Theorem 3), we are going to use. The lower bound by Azar et al. (2013) is presented in terms of
value functions - see Lemma D.1 by Sidford et al. (2018) for a presentation in terms of policies.

Lemma 12 (Theorem 3, Azar et al. (2013)) There exists an infinite horizon discounted MDP (with
three states s0, s1, s2 and discount factor γ ∈ (0, 1)), for any algorithm, that outputs a scalar V ∈ R
such that

|V ∗(s0)− V | ≤ ε,

with high probability requires at least Ω((1 − γ)−3ε−2) number of sampled transitions starting
from state s1. The MDP dynamics are independent of the action (i.e., reduced to a Markov chain)
as shown below:

At state s0, with probability 1, we transition to s1, i.e.,

P (s1|s0) = 1.

Then at state s1, we have for some p ∈ [0, 1],

P (s1|s1) = p, P (s2|s1) = 1− p,

which says there is probability p, we stay in s1 and probability 1 − p, we transition to state s2.
Finally, state s2 is the absorbing state so that

P (s2|s2) = 1.

The instant reward is set to be 2 for starting at state s0 and 1 for starting at state s1 and 0 in the
absorbing state s2:

r(s0) = 2, r(s1) = 1, r(s2) = 0.

14



PROVABLY SAMPLE-EFFICIENT INVENTORY CONTROL

Proof of Step 1. It turns out we can find an infinite-horizon discounted inventory control instance
that is equivalent to the above Markov chain. To do so, we set the unit holding cost to be 1, the unit
backlogging cost to be 0, and let the starting stock level to be 2. In the first time period (t = 1), the
demand is one with probability one, and for the rest time periods (t = 2, 3, . . .), the demand follows
the two-point distribution: (assuming D = 1)

P[Dt = 0] = p, P[Dt = D] = 1− p.

Due to the cost structure, the decision maker should not order at all. Moreover, we can let s0 to be
the state with starting stock level 2 (i.e., x1 = 2). Since in the first period, the demand is one unit
with probability 1, with probability 1, the stock level at the beginning of the second period is 1 (i.e.,
x2 = 1). Therefore, we can let s1 to be the state with starting stock level 1. Then, with probability
p the demand is zero, which means we are still in state s1 (the stock level is 1) and 1 unit of holding
cost is incurred, otherwise (with probability 1 − p) the demand realized as its maximum value and
this is equivalent to moving from the state s1 to the absorbing state s2 since there is no penalty
cost and we will not order anything more (the incurred cost will become zero). Then we complete
the reduction, by noticing the cost-minimizing MDP defined above has the same complexity as the
reward-maximizing MDP studied by Azar et al. (2013) (the “min” or “max” does not matter because
they both yield the same optimal value function V ∗(s0) = γ

1−γp , via solving the Bellman equation
directly).
Proof of Step 2. We now state how to transform the infinite-horizon sample complexity lower
bound to a finite-horizon one. To do so, we first set T such that

T ≥ (1− γ)−1 log((1− γ)−1ε−1).

We will show there exists a T -period inventory control problem, whose optimal value function in
period 1, V ∗1 (·), ensures |V ∗1 (2)−V ∗(2)| ≤ ε, where V ∗(·) is the optimal value function (minimum
total discounted cost in expectation) associated with the infinite-horizon discounted inventory con-
trol problem defined in the previous reduction. Then this will indicate the finite horizon problem
inherits the sample complexity lower bound as of the infinite horizon problem.

The T -period finite horizon problem is defined with the same penalty costs and starting stock
level as the infinite-horizon problem, except with the unit holding cost redefined as 1

γ . The demand
is one with probability γ or equal to D with probability 1 − γ in the first period, and the demands
in the following periods are drawn from the distribution:

P[D̃t = 0] = γp, P[D̃t = D] = γ(1− p) + 1− γ.

This says, with probability γ the T -period problem has the same dynamics as the infinite-horizon
problem but with further probability 1 − γ we jump to the absorbing states (that have no incurred
cost). We then restate the following newsvendor cost functions for clarity: (recall penalty costs are
zero)

Ct(yt) := EDt
[
(yt −Dt)

+
]
, C̃t(yt) := ED̃t

[
1

γ
(yt − D̃t)

+

]
.

Note by definition, we have Ct(yt) = C̃t(yt). What remains is to show |V ∗1 (2) − V ∗(2)| ≤ ε. We
observe that V ∗T (x) ≤ V ∗(x) for all x ∈ R since V ∗T (x) is the first-period optimal cost in the infinite-
horizon problem. Notice the Bellman recursion for inventory control satisfies the monotonicity
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property, i.e., if for any two real-valued functions v(·), v′(·) we have v(x) ≤ v′(x) for all x ∈ R.
Then,

min
yt≥xt

{Ct(yt) + γEDt [v(yt −Dt)]} ≤ min
yt≥xt

{Ct(yt) + γEDt [v′(yt −Dt)]}

for all t. Using this property, and definitions of Dt, D̃t, we derive recursively for all t ∈ [T − 1] and
x ∈ R,

V ∗t (x) = min
yt≥xt

{C̃t(yt) + ED̃t [V
∗
t+1(yt − D̃t)]} = min

yt≥xt
{Ct(yt) + γEDt [V ∗t+1(yt −Dt)] ≤V ∗(x).

So we have V ∗t (x) ≤ V ∗(x). Moreover, since we can use the optimal policy for the finite-
horizon problem π∗1, . . . , π

∗
T and arbitrary policies for the rest periods π̃T+1, π̃T+2, . . . as a non-

optimal policy for the infinite-horizon problem,

V ∗(x1) ≤C1(π∗1(x1)) + γC2(π∗2(x2)) + . . .+ γT−1CT (π∗T (xT )) + γTCT+1(π̃T+1(xT )) + · · ·
=C̄1(π∗1(x1)) + γC̄2(π∗2(x2)) + . . .+ γT−1C̄T (π∗T (xT )) + γT C̄T+1(π̃T+1(xT )) + · · ·

≤V ∗t (x1) +
γT

1− γ
D̄(1 + 0)

=V ∗t (x1) +
γT

1− γ
≤V ∗t (x1) + ε,

where the last inequality follows from our selection of T . To be specific, ensuring γT /(1− γ) ≤ ε
is equivalent to: (

1

γ

)T
≥ 1

(1− γ)ε
⇔ T ≥ log((1− γ)−1ε−1)

log(1/γ)
.

Noting that log(1/γ) ≥ 1− γ for γ ∈ (0, 1), we thus know (1− γ)−1 log((1− γ)−1ε−1) is a valid
lower bound for T to ensure γT /(1 − γ) ≤ ε. So we prove |V ∗1 (2) − V ∗(2)| ≤ ε, showing that
any ε-approximation to V ∗(2) is a 2ε−approximation to V ∗1 (2) hence the lower bound is inherited.
Note although the derived lower bound is on computing value functions but it also implies a lower
bound (of the same order) on computing ε-optimal policies – from the above argument we know
any algorithm cannot identify which of the following policies is better for the constructed finite-
horizon inventory control problem if the number of samples does not exceed the lower bound: the
optimal no-ordering policy and the policy that orders η in the first period and orders nothing in the
rest periods, where η is a sufficiently small positive scalar such that the expected costs of the two
policies are within 2ε.

Appendix B. Omitted Proofs from Section 4

Proof of Lemma 5 First we observe Ĉt(·) is Lipschitz continuous. Namely, for yt, y′t ∈ R,

|Ĉt(yt)− Ĉt(y′t)| ≤ (ht + pt)|yt − y′t|.

Using the fact
∑N

i=1 fi is L-Lipschitz for any finite, positive integer N as long as all fi are L-
Lipschitz, we have Wt(·) and Gt(·) are also Lipschitz continuous and then we can show Ut(·) is
Lipschitz continuous: for yt, y′t ∈ R,

|Ut(yt)− Ut(y′t)| ≤max{ht + pt, L
(0)
t+1, Lt+1}|yt − y′t|.
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Then we show Ũt(·) is Lipschitz continuous. Since Ũt(·) is defined as the linear interpolation of nt
evaluations of Ut(·), the Lipschitz constant of Ũt(·) can be chosen as

max
[yt,yt+D/nt]⊂[0,D]

|Ut(yt)− Ut(yt +D/nt)|
D/nt

.

So this shows we can set the Lipschitz constant of Ũt(·) as the same asUt(·) . By a similar argument,
we also can set the Lipschitz constant of Ṽ (·) as the same as Ũt(·). Next, we note Vt(xt) =

min{Ṽt(xt), V (0)
t (xt)} so −Vt(xt) = max{−Ṽt(xt),−V (0)

t (xt)} and we have for all xt, x′t ∈ R,

|Vt(xt)− Vt(x′t)| =
∣∣∣max{−Ṽt(xt),−V (0)

t (xt)} −max{−Ṽt(x′t),−V
(0)
t (x′t)}

∣∣∣
≤max{ht + pt, L

(0)
t , L

(0)
t+1, Lt+1}|xt − x′t|,

since we can set the Lipschitz constant of max{f, g} as the maximum of the Lipschitz constant of
the two real-valued functions f, g. Note when first running Algorithm 1, L0

t = 0 for all t ∈ [T ].
Then by completing the induction and deriving

max{ht + pt, L
(0)
t , L

(0)
t+1, Lt+1} ≤

T∑
s=t

(hs + bs).

Proof of Lemma 6 For any yt ∈ [0, D], we let ylt and yrt to denote the closest points in range(0, D, nt)
to it (so that yt ∈ [ylt, y

r
t ]). Then, using the Lipschitz continuity of Ut(·), Ũt(·) (Lemma 5) and the

triangle inequality, we derive

|Ũt(yt)− Ut(yt)| =|Ũt(yt)− Ut(ylt) + Ut(y
r
t )− Ut(yt) + Ut(y

l
t)− Ut(yrt )|

≤|Ũt(yt)− Ut(ylt)|+ |Ut(yrt )− Ut(yt)|+ |Ut(ylt)− Ut(yrt )|
=|Ut(yt)− Ut(ylt)|+ |Ut(yrt )− Ut(yt)|+ |Ut(ylt)− Ut(yrt )|
≤Lt(|yt − ylt|+ |yrt − yt|+ |yrt − ylt|)

≤3LtD

nt
,

which completes the proof.

Proof of Lemma 7 By Lemma 3, for all t ∈ [T ]: ∀ yt ∈ range(0, D, nt), with probability at least
1− δ/T , ∣∣∣Ŵt(yt)− (Ct(yt) + EDt [V

(0)
t (yt −Dt)])

∣∣∣
≤
√

2(N ′t)
−1σt(yt) log(8ntδ−1) + 2(3N ′t)

−1 sup
y∈[0,D̄]

|Ct(y) + V
(0)
t (y)| log(8ntδ

−1),

|σ̂t(yt)− σt(yt)| ≤ 4 sup
y∈[0,D̄]

|Ct(y) + V
(0)
t (y)|2

√
2(N ′t)

−1 log(8ntδ−1)),
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which we condition on. Then ∀ yt ∈ range(0, D, nt),

Wt(yt) =Ŵt(yt) + max
yt∈range(0,D,nt)

√
2βσ̂t(yt) + (4β3/4 + (2/3)β) sup

y∈[0,D̄]

|Ct(y) + V
(0)
t+1(y)|

≥Ct(yt) + EDt [V
(0)
t+1(yt)], (*)

and

Wt(yt) ≤ Ct(yt)+EDt [V
(0)
t+1(yt)]+ max

yt∈range(0,D,nt)

√
2βσ̂t(yt)+(4β3/4+(2/3)β) sup

y∈[0,D̄]

|Ct(y) + V
(0)
t+1(y)|.

By Lemma 3 and the inequality
√
a+ b ≤

√
a +
√
b for any a, b ≥ 0, we derive ∀ yt ∈

range(0, D̄, nt), √
σ̂t(yt) ≤

√
σt(yt) + 2 sup

y∈[0,D̄]

|Ct(y) + V
(0)
t+1(y)|(2β)1/4

Then by using triangle inequality of variance, ∀ yt ∈ range(0, D̄, nt),

√
σt(yt) ≤

√
σ∗t (yt) +

√
EDt

[(
V

(0)
t+1(yt −Dt)− V ∗t+1(yt −Dt)

)2
]
−
(
EDt

[
V

(0)
t+1(yt −Dt)− V ∗t+1(yt −Dt)

])2

≤
√
σ∗t (yt) +

√
EDt

[(
V

(0)
t+1(yt −Dt)− V ∗t+1(yt −Dt)

)2
]

≤
√
σ∗t (yt) + α,

where the last inequality follows from the given condition V (0)
t+1(yt −Dt)− V ∗t+1(yt −Dt) ≤ α for

all yt ∈ [0, D̄], Dt ∈ [0, D̄].
Therefore, we derive ∀ yt ∈ range(0, D̄, nt),√

σ̂t(yt) ≤
√
σ∗t (yt) + α+ 2 sup

y∈[0,D̄]

|Ct(y) + V
(0)
t+1(y)|(2β)1/4.

Hence, we have ∀ yt ∈ range(0, D, nt),

Wt(yt) ≤ Ct(yt) + EDt [V
(0)
t+1(yt −Dt)] + 2 max

yt∈range(0,D,nt)

√
2βσ∗t (yt) + 2

√
2βα

+ (16β3/4 + (4/3)β) sup
y∈[0,D̄]

|Ct(y) + V
(0)
t+1(y)|. (**)

We then prove the claims by induction. To do so, we assume for some t ∈ [T − 1], with
probability at least 1− (t− 1)δ/T , for all t′ = t+ 1, t+ 2, . . . , T,: ∀ xt ∈ [−D̄, D̄],

V
(0)
t′ (xt) ≥ Vt′(xt) ≥ V ∗t′ (xt).

By Lemma 4, we have with probability at least 1− δ/T , ∀ yt ∈ range(0, D, nt),

EDt [Vt+1(yt−Dt)−V (0)
t+1(yt−Dt)] ≤ Gt(yt) ≤ EDt [Vt+1(yt−Dt)−V (0)

t+1(yt−Dt)]+
α

8T
, (***)
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which we condition on.
By definitions and Lemma 6, ∀ yt ∈ [0, D̄],

Vt(yt) ≤ V (0)
t (yt), Vt(yt) ≤ Ũt(yt) ≤ Ut(yt) +

3LtD

nt
.

Using the given condition V (0)
t+1(xt) − α ≤ V ∗t+1(xt) ≤ V

(0)
t+1(xt) for all xt ∈ [−D,D], we get

for all xt ∈ [−D,D],

Vt+1(xt)− V ∗t+1(xt) ≤ V (0)
t+1(xt)− V ∗t+1(xt) ≤ α.

We next prove the claim: for all xt ∈ [−D,D],

Vt(xt) ≥ Ct(π(xt)) + EDt [Vt+1(π(xt)−Dt)]−
3LtD

nt
. (****)

If πt(xt) = π
(0)
t (xt), we know (****) holds because by definition L(0)

t ≤ Lt and

Vt(xt) = V
(0)
t (xt) ≥Ct(π(0)

t (xt)) + EDt [V
(0)
t+1(π

(0)
t (xt)−Dt)]−

3LtD

nt
(Given conditions)

≥Ct(π(0)
t (xt)) + EDt [Vt+1(πt(xt)−Dt)]−

3LtD

nt
(Induction hypothesis)

=Ct(πt(xt)) + EDt [Vt+1(πt(xt)−Dt)]−
3LtD

nt
. (πt(xt) = π

(0)
t (xt))

On the other hand, if πt(xt) 6= π
(0)
t (xt), note we have for all yt ∈ range(0, D, nt),

Ut(yt) =Wt(yt) +Gt(yt)

≥Ct(yt) + EDt [V
(0)
t+1(yt)] + EDt [Vt+1(yt −Dt)− V (0)

t+1(yt −Dt)] ((*),(***))

=Ct(yt) + EDt [Vt+1(yt −Dt)]

≥U∗t (yt). (Induction hypothesis)

So we have, for all xt ∈ [−D,D],

Vt(xt) ≥Ũt(πt(xt)) (Definition of πt(·))

≥Ut(πt(xt))−
3LtD

nt
(Lemma 6)

≥Ct(πt(xt)) + EDt [Vt+1(πt(xt)−Dt)]−
3LtD

nt
. (just proved)

Next, note for all yt ∈ range(0, D, nt),

Ut(yt)− U∗t (yt) = Wt(yt) +Gt(yt)− (Ct(yt) + EDt [V ∗t+1(yt −Dt)]).

Therefore, using (**), (***) and Lemma 5, for all yt ∈ [0, D],

Ut(yt)− U∗t (yt) =EDt [V
(0)
t+1(yt −Dt)] + EDt [Vt+1(yt −Dt)− V (0)

t+1(yt −Dt)]− EDt [V ∗t+1(yt −Dt)] + ηt

=EDt [Vt+1(yt −Dt)]− EDt [V ∗t+1(yt −Dt)] + ηt,
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where ηt is a constant defined such that

ηt ≤
α

8T
+

3DLt
nt

+2 max
y∈range(0,D,nt)

√
2βσ∗t (y)+2

√
2βα+(16β3/4+(4/3)β) sup

y∈[0,D̄]

|Ct(y) + V
(0)
t+1(y)|.

Finally, let π∗ be any optimal policy, then for any xt ∈ [−D,D],

Vt+1(xt) ≤ Ut+1(π∗t (xt)), V ∗t+1(xt) = U∗t+1(π∗t (xt)).

Therefore, we derive

Ut(yt)− U∗t (yt) ≤ EDt [Ut+1(π∗t (yt −Dt))− U∗t+1(π∗t (yt −Dt))] + ηt,

which completes the proof.

Proof of Lemma 8 Using Popoviciu’s inequality, we have for any yt ∈ [0, D],

σ∗s+1(yt) ≤
1

4

T∑
s′=s+1

(hs′ + ps′)
2D

2
,

since by Lemma 1 we have 0 ≤ π∗t (ys−Ds) ≤ D for all t ∈ [T ]. By letting ỹs := arg max
ys∈[0,D]

√
σ∗s+1(ys),

and using Cauchy-Schwarz inequality, we get

T−1∑
s=t

√
σ∗s+1(ỹs) ≤

√√√√(T − t)
T−1∑
s=t

σ∗s+1(ỹs) ≤
1

2
D

√√√√(T − t)
T∑
s=t

T∑
s′=s+1

(hs′ + ps′)2.

Proof of Proposition 9 By the given conditions and Lemma 7, we have

∀ xt ∈ [−D,D] : V
(0)
t (xt) ≥ Vt(xt) ≥ Ct(πt(xt)) + EDt [Vt+1(πt(xt)−Dt)]−

3LtDT

nt
≥ V ∗t (xt),

∀ yt ∈ [0, D] : Ut(yt) ≥ Ct(yt) + EDt [Vt+1(yt −Dt)],

∀ yt ∈ [0, D] : Ut(yt)− U∗t (yt) ≤ EDt [Ut+1(π∗t (xt))− U∗t+1(π∗t (xt))] + ηt,

where

0 ≤ ηt ≤
α

8T
+

3DLt
nt

+2 max
yt∈range(0,D,nt)

√
2βσ∗t (yt)+2

√
2βα+(16β3/4+(4/3)β) sup

y∈[0,D̄]

|Ct(y) + V
(0)
t+1(y)|.

Hence, we have for all t ∈ [T − 1], ∀ yt ∈ [0, D̄],

Ut(yt)− U∗t (yt) ≤
T−1∑
s=t

ηs.
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Using Lemma 5, Lemma 8, supy∈[0,D̄] |Ct(y) + V
(0)
t+1(y)| ≤

∑T
s=t(hs + bs)D, we derive

T−1∑
s=t

ηs

≤α/8 +
3D(T − t)Lt

nt
+D

√√√√2β(T − t)
T∑
s=t

T∑
s′=s+1

(hs′ + ps′)2

+ 2(T − t)
√

2βα+ (16β3/4 + (4/3)β)D
T∑
s=t

(hs + bs)

≤α
8

+
α

16
+
α

32
+

(T − t)−1/2α

64
+

16(T − t)−1/4α3/2

327683/4D̄1/2
(∑T

t=1(ht + bt)
)1/2

+
(T − t)−1α2

24576D̄
∑T

t=1(ht + pt)

≤α/4,

by using

T − t ≥ 1,

α ≤ D̄
T∑
t=1

(ht + pt),

β =
log(8ntδ

−1)

N ′t

N ′t ≥ 32768α−2(T − t) max

D̄2
T−1∑
s=t

T∑
s′=s+1

(hs′ + ps′)
2, D̄2

(
T∑
t=1

(ht + bt)

)2

, D̄2/3

(
T∑
t=1

(ht + bt)

)2/3

, (T − t)2

 ,

nt ≥ 48α−1DT
T∑
s=t

(hs + bs) ≥ 48DTLtα
−1.

Since for any xt ∈ [−D,D],

Vt+1(xt) ≤ Ut+1(π∗t (xt)), V ∗t+1(xt) = U∗t+1(π∗t (xt)),

we have for all xt ∈ [−D,D],

Vt(xt)− V ∗t (xt) ≤ Ut+1(π∗t (xt))− U∗t+1(π∗t (xt)) ≤
T−1∑
s=t

ηs ≤ α/2.

The proof is then complete by noticing the total computational time is bounded above by

Õ

(
T∑
t=1

(Nt + nt)

)
=Õ

(
T · (T 3α−2 + T 2, Tα−1)

)
= Õ(T 4 max{1, α−1, α−2}).
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Proof of Theorem 10 Observe by Lemma 7, with probability at least 1−O(δ), for any i ∈ [R],

V
(i)
t (xt) ≥ Ct(πt(xt)) + EDt [V

(i)
t+1(πt(xt)−Dt)]−

3LtD

nt
.

We assume for some α ≤ D
∑T

t=1(ht + bt) (by the initial values of V (0)
t (·)),

∀t ∈ [T ] : ∀xt ∈ [−D,D], V ∗t (xt)− α ≤ V (0)
t (xt) ≤ V ∗t (xt).

Recall each time we call InvVI, we use new demand samples. Hence, let Nt, N
′
t , nt, β be defined

as in Proposition 9, then by Proposition 9, with probability at least 1− δ,

∀t ∈ [T ] : ∀xt ∈ [−D,D], V ∗t (xt)− (9/16)Rα ≤ V (R)
t (xt) ≤ V (π(R))

t ≤ V ∗t (xt).

By letting R = dlog(ε−1D
∑T

t=1(ht + bt)/ log(16/9)e, we get (9/16)RD
∑T

t=1(ht + bt) ≤ ε, that
ends the proof.

Appendix C. Auxiliary Results

The following theorem provides us with a sample complexity lower bound of a single-period (i.e.,
T = 1) stochastic inventory control problem.

Theorem 13 (Theorem 3, Cheung and Simchi-Levi (2019)) Let A be a sample-based algorithm
that computes an (1 + ε)-optimal base stock to the single-period inventory control problem (T = 1)
with probability at least 0.9, under any latent demand distribution with bounded support, where
0 < ε < 1/20. Then A draws at least Ω

(
h1+b1

min{h1,b1}ε2

)
samples.
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